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Abstract

Aggregating multiple small packets into a large packet provides many advantages. For example, multiple small packets can share
a single copy of common Ethernet/IP/UDP headers to reduce the percentage of network bandwidth spent on transmitting headers.
In the past, packet aggregation and disaggregation were done by a server CPU or a switch CPU, resulting in low throughputs. In this
paper, we design and implement packet aggregation and disaggregation functions in the packet processing pipelines of P4 switches.
Our novel designs allow packets with various sizes of payload to be aggregated and disaggregated purely in the data plane of a
P4 switch. Experimental results show that the achieved throughputs of our aggregation and disaggregation methods can reach 100
Gbps, which is the line rate of the used P4 switch.
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1. Introduction

In some applications (e.g., Internet of Things), a huge num-
ber of small packets are delivered in the network. For exam-
ple, in the smart meter applications, many small packets carry-
ing readings of the meters are transmitted over the network to
the utility companies. One disadvantage of transmitting small
packets is that their headers occupy a very large portion of a
packet. When they are transmitted over a network, a very large
percentage of the network bandwidth is used for transmitting
their headers, some of which are of no use to the applications. If
the headers of these small packets are the same, one can aggre-
gate these small packets together to share the same headers and
reduce the bandwidth used to transmit these headers. For an ex-
ample, when a UDP packet is transmitted over an Ethernet link,
its header is 42 bytes (including Ethernet, IPv4, and UDP head-
ers). Suppose that its payload is only 8 bytes, which is the typi-
cal size of the reading of a smart meter, then it causes 42/(42+8)
= 84% of network bandwidth to be wasted on transmitting these
headers. If we can aggregate 100 packets and let them share the
same header, the network bandwidth consumed by the headers
will be greatly reduced to only 42/(42+800) = 5%. (In fact, the
above calculations do not consider the physical-layer headers,
which include the 7-byte preamble, 1-byte start frame delimiter
(SFD), 4-byte frame check sequence (FCS), and 12-byte inter-
frame gap. If these headers are also considered, the bandwidth
saving enabled by aggregating small packets is even larger.)

In the past, there have been many studies on aggregating
multiple small packets into a larger packet for various purposes.
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However, most of these studies are based on the CPU of the
server or the CPU on the switch, which executes a software
program to aggregate or disaggregate packets. These software-
based methods result in very low throughputs.

In the recent years, the concept of Software Defined Net-
working (SDN) [1] got extended to the devices with the pro-
grammable data plane. These devices allow the users to design
their own data plane algorithms, which define how the packets
are processed by the pipelines of the device. Although a soft-
ware program executed on a CPU can flexibly handle packets of
different formats and perform various operations on the pack-
ets, its performance is much lower than that of the pipelines of
a switch [2]. On the other hand, the programmability of the
modern switch pipelines is much less flexible than that of the
CPUs. Currently, Programming Protocol-Independent Packet
Processor (P4) [3] has been proposed to program the pipelines
of a hardware switch. With the P4 language [4, 5], one can
configure how the hardware switch processes the packets that
it receives. A P4 program describes the headers of the packets
that it expects to receive, such as the format of the IP header
or the UDP header, so that the parser can parse these headers
to extract the values in the fields of the headers. Using P4, one
can define his own packet headers and parse graphs, and the
switch can then operate on these headers. A P4 programmer
can create multiple match-action tables in the pipelines of a P4
switch. When incoming packets pass through these tables, they
are processed by the actions associated with the rules installed
in these tables.

In this paper, we propose an innovative approach to use the
pipelines of a P4 switch to aggregate multiple small packets
with various sizes of payload. Our method treats the packet
payload as headers and performs operations on them. First, the
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payloads of small packets are stored in the register array of the
P4 switch when they arrive at the switch. In parallel, when
appropriate, the switch will launch tasks each aggregating the
payloads of stored small packets into a larger packet. Each such
a task is launched by the arrival of a small packet and is carried
out by the small packet being recirculated back to the ingress
parser multiple times. Every time when such a small packet
re-enters the ingress pipeline, it adds the payload of one stored
small packet to itself and grows its length. In this paper, we
call such a packet a “worker packet” as its work is to aggregate
the payloads of multiple stored small packets. When the length
of a worker packet grows to almost the Ethernet’s maximum
transmission unit (MTU), which is 1500 bytes, its aggregation
work is finished and it is forwarded out of the switch. In this
paper, we call such a large packet an “aggregated packet.”

This paper makes the following contributions. Firstly, we
design and implement packet aggregation and disaggregation
methods in P4 switches and both methods achieve the 100 Gbps
line-rate throughput, which is the highest throughput reported
so far in the literature. Secondly, our methods are general-
purpose methods that can be applied to small packets regardless
of their applications. Due to the novel designs of our methods,
the number of small packets that can be aggregated into a large
packet can be dynamic. In addition, the sizes of the payloads
of these small packets can be different. Lastly, we present the
details of the design and implementation of our methods, in-
cluding the P4 code, in the paper. These details allow other re-
searchers to clearly understand how we design and implement
our methods in P4 switches.

The rest of the paper is organized as follows. In Section 2,
we present a network architecture where packet aggregation and
disaggregation can be performed to achieve benefits. In Section
3, we compare our work with related work. Section 4 shows
the packet formats used in our methods and gives a brief back-
ground on the P4 switch architecture. Section 5 and 6 present
the P4-based design and implementation of our packet aggre-
gation method and packet disaggregation method, respectively.
In Section 7, we report experimental results and the maximum
throughputs of our methods. Lastly, we conclude the paper in
Section 9.

2. Network Architecture

Figure 1 shows a network architecture suitable for perform-
ing packet aggregation and disaggregation in a network. In this
network architecture, many devices (Figure 1 (1)) send their
data as small packets to servers (Figure 1 (4)) via a wide area
network (WAN) such as the Internet. These devices can be
IoT devices such as smart meters, which periodically send their
most recent data to the servers for data analytic. For several
IoT applications such as smart meters, the data sent by an IoT
device is usually small in size. As a result, several Low-Power
Wide Area Network (LPWAN) wireless technologies proposed
for such IoT applications limit the size of their packets to a
very small value. For example, the LoRaWAN technology [6]
restricts the length of a packet to be less than 50 bytes and the

Figure 1: A network architecture for packet aggregation and disaggregation

SigFox technology [7] allows a packet to carry no more than 12
bytes as its payload.

The P4 aggregation switch (Figure 1 (2)) aggregates small
packets into a large packet called an “aggregated packet.” The
aggregated packet is sent to the server (Figure 1 (4)) via the
WAN. However, before the aggregated packet arrives at the
server, it will reach a P4 disaggregation switch (Figure 1 (3))
that disaggregates the packet into multiple original small pack-
ets. Because the aggregated packets are valid IP packets, they
can pass through multiple switches and routers. Therefore, the
network between the P4 aggregation switch and the P4 disag-
gregation switch can be a WAN (e.g., the Internet).

As explained previously, because performing packet aggre-
gation can aggregate the payloads of many small packets with
a common Ethernet/IP/UDP headers and let them share a sin-
gle copy of these headers, the bandwidth in the WAN used
to transmit the headers of many small packets can be greatly
saved. This type of usage enables the WAN to deliver more
application-layer data per unit of time and thus can increase the
revenue of the WAN operators. In such a usage, the aggregation
switch and disaggregation switch are run by the operator of the
WAN to achieve these benefits.

Another type of usage can be that the aggregation switch
is run by the operator of an IoT application and the disaggre-
gation switch need not be used. Nowadays, many data center
companies (e.g., [8, 9]) provide IoT cloud services to the oper-
ators of IoT applications. The many devices of IoT applications
send their small packets to their IoT servers running in the cloud
for processing, analytic, and storage purposes. The data center
companies charge the operator of IoT applications a usage fee
based on how many bytes or how many packets are transmitted
into the IoT cloud.

To reduce the charged fee, the operator of an IoT applica-
tion can direct the small packets generated from his IoT net-
works to the aggregation switch run by his company. The ag-
gregation switch first aggregates these small packets into large
aggregated packets and then sends these large packets to the
IoT server in the cloud. In such a usage, the disaggregation
switch is not used and the disaggregation task is performed by
the IoT server. This way, the operator of the IoT application
can reduce the bandwidth usage fee charged by the IoT cloud.
Nowadays, some IoT servers can perform packet disaggrega-
tion based on the sequence numbers or timestamps carried in
these packets. For example, MQTT [10], which is a very pop-
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ular message transport protocol used for IoT applications, can
disaggregate packets from an aggregated packet based on their
sequence numbers.

3. Related Work

In the literature, there have been many works on aggregat-
ing multiple small packets into a large packet. These previ-
ous works aimed for different purposes. The research works
in [11, 12] adopted the concept of packet aggregation and dis-
aggregation for scalability of SDN networks in wireless data
centers. The works in [13, 14] were proposed to reduce the
power consumption spent on transmitting IoT small packets.
The work reported in [15] wanted to reduce the protocol over-
heads caused by transmitting small packets in IEEE 802.11n
wireless LAN. The work in [16] aimed to lower the packet col-
lision rate when the random access channel is used for machine-
type-communications (MTC) uplink channel access in LTE. The
authors in [17] presented a scheme to reduce the header and
contention overhead associated with packet transmission. In
the work reported in [18], the authors proposed a method to
aggregate multiple interest packets that carry the same interest
in a content-centric network to reduce the amount of redundant
interest and data packet transmission. More recently, the author
in [19] focused on reducing the TCP connection setup delay
associated with each IoT message transmission.

These existing works differ greatly from our work in the fol-
lowing ways. Firstly, the packet aggregation methods proposed
in these works were either implemented on hosts or intended
to be implemented in the network interface cards (NIC) used
by hosts. In contrast, our packet aggregation and disaggrega-
tion methods are implemented in switches. Secondly, most of
these works used the CPU of a server to run a software pro-
gram to perform packet aggregation. Some works used math-
ematical analyses or simulation studies to evaluate the perfor-
mances of their proposed methods without implementing them
in either software or hardware, As a result, no throughputs of
packet aggregation performed in either software or hardware
were reported in these papers. In contrast, we have imple-
mented our packet aggregation and disaggregation methods in
P4 hardware switches and their throughputs measured in P4
hardware switches are reported in this paper.

In the literature, no previous works performed their packet
aggregation or disaggregation methods in the pipelines of a switch.
This was due to the switch platforms that have long been closed
by the switch vendors in the past. As explained previously,
P4 has recently been proposed to allow developers to program
the pipelines of a hardware switch. Using this new technology,
our methods perform packet aggregation and disaggregation in
the pipelines of a P4 switch and achieve 100 Gbps throughput,
which is the line rate of the P4 switch used in our study.

In our previous work [20], we designed and implemented
packet aggregation and disaggregation methods in a P4 hard-
ware switch and achieved the 100 Gbps line rate throughput.
However, in that work the small packets to be aggregated must
have the same payload size and the size must be less than or
equal to 16 bytes. Besides, the number of small packets that

could be contained in an aggregated packet must be statically
fixed in the P4 code and the maximum number was only 8. To
relax these restrictions, we propose a novel method to aggre-
gate as many small packets as allowed by the Ethernet MTU
in an aggregated packet, and the sizes of the payloads of these
small packets can go up to 44 bytes and be different. With these
functional improvements, our new method can still achieve the
100 Gbps line rate throughput in both the aggregation and dis-
aggregation processes.

In [21][22], the authors executed software programs on servers
for application-specific on-path aggregation. The targeted ap-
plicatons are MapReduce-like [23] applicatons, which first par-
tition data and then aggregate the results. The DAIET work re-
ported in [24][25] also aggregated data for MapReduce-based
applications. The authors used bmv2 [26] P4 software switch
to do simulation studies. They measured the ratios of data that
could be aggregated to save network bandwidth.

In contrast to these existing works, our methods are general-
purpose methods that can be used to aggregate and disaggregate
small packets regardless of the applications that generate them.
Besides, we design and implement high-performnace packet
aggregation and disaggregation methods and measure their per-
formance in P4 hardware switches.

4. Packet Formats and P4 Switch Architecture

This section describes the packet formats used in our meth-
ods and the P4 switch architecture. Because our methods are
designed and implemented in the pipelines of P4 switches, we
briefly introduce the P4 switch architecture here.

4.1. Packet formats
Figure 2 shows the packet formats of a small packet (Figure

2 (a)) and an aggregated packet (Figure 2 (b)). In our work, we
assume that a small packet is a UDP packet. For smart meters
IoT applications, which usually use LPWAN technologies to
transmit data, the UDP protocol rather than the TCP protocol is
commonly used as the transport-layer protocol. This is because
(1) the TCP protocol requires the TCP sender and the TCP re-
ceiver to set up a connection before the TCP sender can send
its data to the TCP receiver; and (2) the TCP receiver needs to
send back TCP ACK packets upon receiving data packets from
the TCP sender, both of which increase the power consumption
of the LPWAN communication modules used by IoT devices.

After the UDP header are a 1-byte Type header, a PaddingH
header (Figure 2 (c)), a 1-byte Len header, and a Msg header.
In our design, the data to be sent is treated as a header called
Msg. The Type header is used to indicate if the packet is a
small packet or an aggregated packet. The PaddingH header
has a PLen field and a Padding field. The PLen field specifies
the size of the Padding field. Because an Ethernet frame must
be at least 64 bytes long, we use the PaddingH header to meet
this requirement if there is a need. The Len header has 8 bits
and indicates the number of 32-bit words in the Msg header. In
our methods, due to the resource constraints of the P4 hardware
switch, the maximum size of the Msg header is limited to 44
bytes and must be a multiple of 4 bytes.
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Figure 2: The packet formats of a small packet, an aggregated packet, the
PaddingH header, and the Aggregation header

We purposely let the PaddingH header have a suitable length
so that together with a 14-byte Ethernet header, a 20-byte IP
header, an 8-byte UDP header, a 1-byte Type header, a 1-byte
Len header, and the Msg header, the total length of a small
packet is at least 64 bytes. When the size of the Msg header
is 4 bytes only, the size of the PaddingH header should be 16
bytes, of which 1 byte is used for the Plen field and the re-
maining 15 bytes is used for the Padding field. Note that when
the size of the Msg header is large enough (e.g., greater than or
equal to 20 bytes), the Padding field can be empty. In such a sit-
uation, the value in the PLen field is 0 to indicate this situation.
Because the PaddingH header is after the UDP header, when it
needs to exist in a small packet, it is the job of the IoT appli-
cation to create this header and fill in its contents. Actually, all
of the bytes following the UDP header are provided by the IoT
application. This means that if the IoT message to be put into
the Msg header is not a multiple of 4 bytes, the IoT application
needs to pad 1, 2, or 3 bytes of a special symbol to its end. This
way, when the IoT server receives such an IoT message, it can
remove these padding bytes from the IoT message.

Our method aggregates those small packets that have the
same IP and UDP headers to form an aggregated packet. Nor-
mally, the UDP small packets sent by the many devices of an
IoT application are all destined to the same IP address, which
can be the IP address of a high-performance server or the IP
address of a load balancer inside the IoT cloud that dispatches
incoming packets to different servers in a server farm. For an
aggregated packet, we store the payload of a small packet in
one of its Msg headers. The n-th Len header and the n-th Msg
header are created for the n-th small packet carried in an ag-
gregated packet. In the aggregated packet, the Type header is
used to indicate if the packet is a small packet or an aggregated
packet. In the Aggregation header, the Num field indicates the
number of small packets aggregated in this aggregated packet
and the Len field indicates the entire payload size in bytes, in-
cluding the Len headers and the Msg headers that follow the
Aggregation header.

Based on these packet formats, one can calculate the header
overhead of a small packet and that of an aggregated packet
respectively, under different sizes for the payload of a small
packet. In our system, as mentioned previously, the size of the
payload in a small packet can range from 4 bytes to 44 bytes.
When the size of the payload is only 4 bytes, the header over-

head of a small packet is (64-4)/64 = 94%, where 64 is the
minimum size of an Ethernet frame. In contrast, the header
overhead of an aggregated packet when it aggregates 290 small
packets to make the size of the aggregated packet (1,497 bytes)
close to the Ethernet MTU 1,500 bytes is 1 - (290*4)/1497 =

22.5%. On the other hand, when the size of the payload is 44
bytes, the header overhead of a small packet is 1 - (44/89) =

51%. In contrast, the header overhead of an aggregated packet
when it aggregates 32 small packets to make the size of the ag-
gregated packet (1,487 bytes) close to the Ethernet MTU 1,500
bytes is 1 - (32*44)/1487 = 5.3%. These analyses show that
our packet aggregation method can reduce the header overhead
significantly. (Again, the above calculations do not consider the
physical-layer headers; otherwise, the bandwidth saving will be
even greater.)

4.2. P4 switch architecture

Figure 3 illustrates the P4 switch architecture. In the P4
switch architecture, after a P4 program is compiled, a switch
configuration file will be generated, which includes the parse
graph (Figure 3 (1)) and the match-action table configuration
(Figure 3 (2)). This configuration file will be loaded into the
switch to configure several components of the switch.

The parse graph configuration file will be loaded into the
ingress parser (Figure 3 (3)), ingress deparser (Figure 3 (5)),
egress parser (Figure 3 (7)), and egress deparser (Figure 3 (9)).
The configuration file contains the header formats, how the parser
parses the headers of the packets, and how the deparser re-
assembles the packets, so that the P4 switch can parse the head-
ers of an incoming packet. In our methods, we treat the payload
of a small packet as the Msg header, so that the P4 switch can
operate on the payload.

The match-action table configuration file will be loaded into
the ingress pipeline (Figure 3 (4)) and the egress pipeline (Fig-
ure 3 (8)). The configuration file contains the match-action
tables that the P4 programmer creates, including what header
fields are used to match a packet against the flow rules installed
in a table and what actions to execute when a flow rule is matched
with a packet.

When a packet enters the switch, the packet will pass through
the ingress parser, ingress, ingress deparser, packet buffer (Fig-
ure 3 (6)), egress parser, egress, and egress deparser in sequence.
First, an incoming packet is parsed by the ingress parser and
then passed to the ingress, which may modify the packet’s head-
ers, make decisions on which output port the packet should be
forwarded to, access the registers, and perform some special
operations on the packet (for example, clone the packet). (Ac-
tually, the packet is marked with a clone flag so that it will
be cloned at the ingress deparser.) After passing the ingress,
the packet will go through the ingress deparser, where its valid
headers and payload will be reassembled to form a valid packet.

In the ingress pipeline, if the switch (actually, the P4 code)
decides to clone the packet, the packet is cloned with the cloned
packet being the same as the original packet. (Note that the
cloned packet usually has a header prepended to it that allows
the egress pipeline to distinguish that packet from the original.
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Figure 3: The P4 switch architecture

Also, the cloned packet has different intrinsic metadata associ-
ated with it. However, because these details are irrelevant to
our designs, we omit these details in this paper.) In the ingress
pipeline, a packet can be resubmitted back to the ingress parser
with resubmit metadata. The next time when the resubmitted
packet enters the ingress pipeline, the switch will use the resub-
mit metadata to process the packet.

Between these two pipelines, there is a packet buffer that
performs queuing and scheduling functions. In the packet buffer,
the packet is queued waiting to be sent to the egress pipeline.
When the packet goes through the egress pipeline, the packet
headers may be further modified. Finally, the packet will be
forwarded to the specified output port or recirculated back to
the ingress parser.

In the P4 switch that we used, the switch can specify any
port (including a panel port or an internal port) to be used as
a recirculation port. If a packet is sent to a recirculation port,
it will be (internally) returned to the ingress parser. With this
capability, we can increase the recirculation bandwidth by using
more ports as recirculation ports.

5. Packet Aggregation Method

Logically, there are two tasks running in parallel and con-
tinuously in our packet aggregation method. The first task is to
store the payloads of incoming small packets into multiple one-
dimensional (1D) register arrays of the P4 switch. The second
task is to retrieve and aggregate the payloads of stored small
packets to form aggregated packets and forward these aggre-
gated packets out of the switch.

For the first task, when a small packet arrives, the switch
will store it in a (logical) ring buffer, which is implemented by
using multiple 1D register arrays. For the second task, when

a small packet enters the switch and the total size of the pay-
loads currently stored in the ring buffer is large enough to trig-
ger the aggregation process, after storing its payload into the
ring buffer, the switch removes its payload from the packet and
then transforms it into a worker packet. A worker packet is a
packet that performs the aggregation work and thus is called the
“worker packet.” A worker packet will be repeatedly recircu-
lated in the switch by our method. Every time when a worker
packet (re)enters the ingress pipeline, our method will dequeue
a small packet from the ring buffer and prepend its payload into
the worker packet. When the length of a worker packet grows
to a value that is close to the Ethernet MTU (1,500 bytes) or no
small packets are in the ring buffer waiting for aggregation, the
worker packet becomes a complete aggregated packet. It then is
forwarded out of the switch and disappears in the switch. Fig-
ure 4 shows the processing flow for aggregating multiple small
packets into an aggregated packet.

Note that the operations that a P4 switch can perform on
a packet in its pipelines are all packet-triggered. That is, all
operations (actually, the actions defined in the match-action ta-
bles) are executed only when a packet enters the switch and
passes through the pipelines. If no packet enters the switch,
no operations (actions) defined in a P4 program will be auto-
matically executed by the switch. Due to this property, the ag-
gregation task for forming an aggregated packet must be trig-
gered by packets passing through the pipelines. Further due
to the register-access constraints imposed by the used P4 hard-
ware switch, a worker packet can only retrieve one stored small
packet when the worker packet passes through the pipelines.
With these hardware constraints, our design chooses to recir-
culate a worker packet multiple times inside the P4 switch to
construct an aggregated packet.
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Figure 4: The packet aggregation process

5.1. Parsing

When a small packet arrives, the whole packet is parsed as
multiple headers (Figure 4 (1)). Figure 5 shows how the switch
parses a small packet. The parser extracts the Ethernet, IP, UDP,
Type, PaddingH, Len, and Msg headers from the small packet.
For storing the payload of a small packet, our method parses
its payload as the Msg header array. Because the size of the
payload can be different in our method, the Msg header array
can contain up to 11 elements, each of which is a 4-byte Msg
header. The Msg header and the Msg header array are defined
as below.

header_type msg_t{

fields{

data : 32;

}

}

header msg_t msg[11];

Figure 5: Parsing a small packet

In the following P4 code, according to the value of the Len
header, the parser decides the next parser state (e.g., msg3) to
go to and how to parse the payload of a small packet as multiple
Msg headers.
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parser len{

extract(len);

return select(len.len){

1: msg1;

2: msg2;

3: msg3;

4: msg4;

5: msg5;

6: msg6;

7: msg7;

8: msg8;

9: msg9;

10: msg10;

11: msg11;

default: ingress;

}

}

The following P4 code shows that when the parser is in the
msg3 state, it will extract the payload, which is composed of
three 4-byte words, of the small packet as the msg[0], msg[1],and
msg[2] headers, respectively.

parser msg3{

extract(msg[0]);

extract(msg[1]);

extract(msg[2]);

return ingress;

}

5.2. Storing small packets
The parser will check the value of the Type header (Figure 4

(2)). Depending on the value, the switch knows that the packet
is a small packet or a worker packet. (The worker packet will
be explained in Section 5.4.) If the incoming packet is a small
packet, the switch stores its payload into the ring buffer. If the
space pointed to by the enqueue pointer is already occupied by
some other small packet, our method resubmits the incoming
small packet to the parser again. Figure 4 (3) checks if the
small packet is a resubmitted packet. If so, the switch performs
some special operations on it, which will be explained in details
in Section 5.5.

Figure 6 shows how we store a non-fixed-size small packet
into the switch. Each of the pool 0, pool 1, ..., pool 10 is a
(row) register array, with the array element size being 4 bytes.
They are used together to implement a ring buffer and can be
logically viewed as a two-dimensional (2D) register array. Each
column of the 2D register array is used to store the payload of a
small packet. That is, the payload of a small packet is parsed as
an array of Msg headers and its Msg[0] to Msg[10] are stored
separately in the same location of pool 0 to pool 10, respec-
tively. For a 1D column array of this 2D register array, not all
of its elements in the pool 0 to pool 10 arrays need to be used
to store the payload of a small packet. The number of elements
used in a column depends on the value of the Len header in
the small packet. This value is stored into the corresponding
element in the pool len register array. In addition to these reg-
ister arrays, a register array bitmap is used to indicate whether
a column of the 2D register array is used or not. For example,
if the value of bitmap[X] is 1, it means that a small packet has
been stored in the [X] locations of pool 0, pool 1, ..., pool 10,
respectively.

The enqueue pointer is a register that points to a column
of the 2D register array, which is used to store the payload of
a small packet. The dequeue pointer is another register that
points to a column from which worker packets can dequeue
small packets for aggregation. On the left of Figure 6 are the
tables defined in our P4 program. When a packet enters the
ingress pipeline, it will pass through these tables in sequence.
When the packet matches a rule installed in a table, the switch
will execute the action associated with the rule to process the
packet. When a packet passes the “Enqueue pointer” table, the
executed action gets the value of the enqueue pointer. Assume
that this value is X. When the packet passes the “Bitmap” ta-
ble, the executed action gets the value of bitmap[X] and knows
whether the X’th column of the 2D array is free or not. When
the packet passes the “Table Len” table, the executed action
stores the Len value of a small packet into pool len[X] if the
X’th column of the 2D array is free.

Many practical hardware targets limit the maximum width
of the data that can be read from or written into a register. In
the P4 hardware switch used in this study, a register array allows
only 4 bytes of data to be read or written per access and each
packet can access the same register array only once every time
when it enters the pipeline. Therefore, our method cannot store
all the payload of a small packet in just one register array during
its journey in the pipeline. Instead, our method needs to divide
the payload of a small packet into multiple 4-byte Msg headers
and store each of them in a different register array. For example,
our method cannot simply store all the payload of a small packet
in pool 0 in just one access of this register array. Instead, it
needs to store different parts of the payload of a small packet
into pool 0, pool 1, ..., pool 10 when the packet passes table 0,
table 1, ..., table 10, respectively.

The following P4 code defines table 0, including its match
fields and possible actions to be executed. The “Type” match
field is the “Type” header shown in Figure 2.

table table_0{

reads{

Type: exact;

}

actions{

no_op;

push_pool0;

pop_pool0;

}

}

In this table, if the incoming packet is a small packet (the
check is performed at Figure 4 (2)), the push pool0 action will
be executed. This action saves the Msg[0] header of a small
packet into the pool 0[X] register, where X is the value of the
enqueue pointer. On the other hand, if the incoming packet is
a worker packet, the pop pool0 action will be executed. In this
pop pool0 action, the value stored in pool 0[X] will be fetched
and stored in the Msg[0] header of the small packet that the
worker packet is aggregating. The X value in this action is the
value of the dequeue pointer. Table 1, table 2, .., Table 10 are
defined in a similar way.

Figure 4 (4) obtains the enqueue pointer X from the enqueue
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Figure 6: Storing a small packet

pointer register. After the switch gets the enqueue pointer X,
the switch determines whether the small packet can be stored
in the X’th column of the 2D register array or not by checking
bitmap[X]. If bitmap[X] is 0, the switch sets bitmap[X] to 1
(Figure 4 (6)) and stores the value of the small packet’s Len
header into pool len[X] (Figure 4 (7)). Figure 4 (8) checks if
the value of the Len header is greater than 1. If yes, the switch
stores the Msg[0] header into pool 0[X] (Figure 4 (9)). The
small packet will sequentially pass through table 0 to table 10
as shown below.

control process_table0_10{

if(len.len >= 1){

apply(table0);

}

if(len.len >= 2){

apply(table1);

}

if(len.len >= 3){

apply(table2);

}

if(len.len >= 4){

apply(table3);

}

if(len.len >= 5){

apply(table4);

}

if(len.len >= 6){

apply(table5);

}

if(len.len >= 7){

apply(table6);

}

if(len.len >= 8){

apply(table7);

}

if(len.len >= 9){

apply(table8);

}

if(len.len >= 10){

apply(table9);

}

if(len.len >= 11){

apply(table10);

}

}8



In such a process, the switch will store the small packet’s
payload into pool 0 to pool 10, respectively. As shown in the
above code, depending on the length of the payload (which in-
dicates the number of 4-byte words in the payload), pool 0 to
pool 10 will be used only when necessary. After the payload
of the small packet is stored, the total byte counter is updated
to record how many bytes are currently stored in the register
arrays. The switch adds the size of the payload of the small
packet to this counter to update it (Figure 4 (10)).

5.3. Aggregating small packets

After the switch stores the payload of a small packet, it
checks the updated byte counter. If the byte counter is less than
1467 (this number is chosen to be close to the Ethernet MTU
and will be explained shortly), it means that currently the pay-
loads of the stored small packets are not enough to form a 1500-
byte aggregated packet. In such a case, after storing the payload
of the small packet, the switch will discard the small packet. On
the other hand, if the byte counter is greater than 1467, the ag-
gregation process will begin (Figure 4 (11)). The switch first
deletes the PaddingH header, Len header, and Msg header of
this small packet. Then, it adds the Aggregation header and
sets the value of Type to 0xF to indicate that this packet now
is a worker packet. Then, the switch recirculates the worker
packet to the parser to start the aggregation process. (Figure 4
(12)). The following P4 code shows the action that performs
the above operations.

action action_start_agg( local_port ){

modify_field(type,0xF);

remove_header(paddingh);

remove_header(len);

remove_header(msg[0]);

remove_header(msg[1]);

remove_header(msg[2]);

remove_header(msg[3]);

remove_header(msg[4]);

remove_header(msg[5]);

remove_header(msg[6]);

remove_header(msg[7]);

remove_header(msg[8]);

remove_header(msg[9]);

remove_header(msg[10]);

add_header(aggregation);

recirculate( local_port );

}

The reason why our method chooses 1467 bytes as the thresh-
old is as follows. Because the Ethernet MTU is 1500 bytes and
the IPv4, UDP, Type, and Aggregation headers of an aggregated
packet are 33 bytes in total, we want to wait and accumulate
more than 1467 bytes ( 1500−33 = 1467) of payload in the ring
buffer to start constructing a full-sized aggregation packet. Our
method uses a hardware timer to periodically generate a control
packet every 50 milliseconds. To prevent small packets from
waiting in the ring buffer for aggregation for a long time, when
such a control packet enters the ingress pipeline, an action will
be executed to check: 1) whether there are some stored small
packets remaining in the ring buffer; and 2) whether no worker
packets are performing packet aggregation in the switch. If both

conditions hold, the control packet will become a worker packet
to retrieve these remaining small packets, form an aggregated
packet, and then be forwarded out of the switch. By this design,
these aggregated packets may not be as large as a full-sized Eth-
ernet packet. However, this design limits the maximum waiting
time for a small packet to be aggregated and the number of such
aggregated packets per second is less than 20.

When a worker packet enters the ingress pipeline, the switch
checks if it is a resubmitted packet (Figure 4 (13)). If it is not a
resubmitted packet, the switch gets the dequeue pointer X (Fig-
ure 4 (14)). The switch then checks if bitmap[X] is 1 (Figure 4
(15)). If bitmap[X] is 1, the switch sets bitmap[X] to 0 (Figure
4 (16)) to clear it. Suppose that the small packet stored in the
X’th column of the 2D register array will be aggregated as the
n’th small packet in the worker packet, which later will become
an aggregated packet. In such a case, its headers in the worker
packet are denoted by Lenn and Msgn as shown in Figure 2.

The switch will add the Lenn header to the worker packet
and writes the value of pool len[X] into the Lenn header (Fig-
ure 4 (17)). Then, the switch checks if the value of the Lenn

header is greater than or equal to 1 (Figure 4 (18)). If so, it adds
the Msgn[0] header to the worker packet and writes the value of
pool 0[X] into the Msgn[0] header (Figure 4 (19)). Depending
on the value of Lenn, the switch may add Msgn[1], Msgn[2],
..., to the worker packet and write pool 1[X], pool 2[X], ...,
into them if necessary. When the worker packet has traversed
through table 0, table 1, ..., table 10, the complete payload of
the small packet will have been fetched and added to the worker
packet as Msgn.

Note that because the Lenn and Msgn are headers, they must
precede the payload of the worker packet when all headers and
the payload of a worker packet are assembled at the deparser.
Further because all of the small packets that had been aggre-
gated before the worker packet re-enters the pipeline is treated
as the payload of the worker packet by the switch, this means
that small packets have to be aggregated in the worker packet
in the reverse order of their arrivals.

According to the size of the small packet’s payload that is
read out, the switch reduces the value of byte counter and in-
creases the values of the Len field and the Num field in the Ag-
gregation header of the worker packet (Figure 4 (20)). Then, the
switch checks if the value of the updated Len field is less than
a threshold (Figure 4 (21)). If yes, the worker packet is recir-
culated back to the ingress parser to aggregate one more stored
small packet; otherwise, it becomes an aggregated packet and is
sent to the output port for forwarding. The value of the thresh-
old is set to (1467-44) = 1423 bytes in our method. The reasons
for choosing this value are as follows. First, as explained previ-
ously, the value of 1467 is the maximum number of bytes that
can follow the Aggregation header in an aggregated packet (see
Figure 2). Second, the maximum payload of a small packet that
can be aggregated in our method is 44 bytes.

Setting the 1423 bytes as the threshold value ensures that af-
ter the worker packet is recirculated back to the ingress parser
and adds one more small packet into itself, the number of bytes
following the Aggregation header is still less than or equal to
1467 bytes. This way, the worker packet will not exceed the
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Ethernet MTU 1500 bytes. This is a conservative design be-
cause if the next small packet to be aggregated has a small pay-
load size (say, 8 bytes), even if the Len field is already above
1423, the worker packet can still add this small packet into itself
without exceeding the Ethernet MTU. Actually, if the payload
size of every small packets is 8 bytes, the threshold can be set to
(1467-8) = 1459 bytes. However, because our method supports
small packets with different payload sizes, to ensure that after
a worker packet is recirculated to the ingress parser it can suc-
cessfully add a small packet into itself, our method purposely
takes this conservative design. Because 1423 is very close to
1459, comparing their difference 36 to the Ethernet MTU 1500
bytes, one can see that the difference is only 2.4%, which is
very small.

In addition to the above condition upon which a worker
packet stops its aggregation work and leaves the switch, in our
method when there is no small packets stored in the ring buffer
waiting for aggregation, a worker packet will stop its aggrega-
tion work, be forwarded out of the switch, and disappear in the
switch.

The following P4 code shows that if the Len field in the
Aggregation header is less than the threshold, the switch exe-
cutes the action continue agg action to recirculate the worker
packet. Otherwise, the switch executes the action stop agg ac-
tion to forward the worker packet out of the switch.

table table_agg{

reads{

aggregation.len: range;

}

actions{

action_continue_agg;

action_stop_agg;

}

default_action: action_stop_agg();

}

5.4. Multiple worker packets operating in parallel
If there is only one worker packet operating in the switch,

the aggregation throughput will be low. This is because the
worker packet can only read one small packet every time when
it traverses the pipeline. According to our measurements, a
worker packet needs around 800 ns to read a small packet from
the ring buffer but small packets can arrive in every 10 ns on a
100 Gbps link. For example, if each small packet is 125 bytes
and the input link is 100 Gbps, a small packet can enter the
switch every 10 ns. This large speed mismatch will cause many
small packets to be lost because one worker packet is not fast
enough to process all incoming small packets in real time.

To solve this problem, our method uses multiple worker
packets operating in parallel. If existing worker packets cannot
keep up with the load of incoming small packets (which means
that the ring buffer keeps growing and eventually overflows),
our method creates more worker packets by transforming some
incoming small packets into worker packets. These new worker
packets perform the same operations as those performed by ex-
isting worker packets, which are described in Section 5.3.

As will be shown later in our experimental results, using
multiple worker packets operating in parallel can greatly in-

crease the packet aggregation throughput. However, we found
that if there are too many worker packets operating in paral-
lel, the aggregation throughput will drop. To solve this prob-
lem, our method uses a register to monitor the current number
of worker packets in the switch. If the number is greater than
a threshold, the switch will not transform more small packets
into worker packets.

When multiple worker packets operate in parallel, aggre-
gated packets may become out of order when they are forwarded
out of the switch. This is because these worker packets may not
leave the switch in the order of their creation. As explained
previously, when a worker packet cannot find any small packet
waiting in the ring buffer for aggregation, it leaves the switch.
It is this design that cannot maintain the forwarding order of ag-
gregated packets. As a result, when the small packets carried in
these aggregated packets are disaggregated, they may become
out of order. Recall that as explained in Section 5.3, due to
the hardware constraint, even when there is only one worker
packet operating in the switch, the small packets aggregated in
the worker packet will be placed in the worker packet in the re-
verse order of their arrivals. With the two out-of-order sources,
small packets will become out of order under our packet aggre-
gation method.

This out-of-order forwarding problem may have no effects
on a flow. First, if we view all of the small packets transmitted
on a link as a single flow, some packets of the flow may become
out of order. However, on a high speed link such as a 100 Gbps
link, it is not likely that there is only one flow using the link.
Instead, there may be many flows using the link simultaneously.
This means that even if the order between some packets get
changed on the link, as long as these packets belong to different
flows, the order of the packets of a flow is still correct. The
likelihood of out of order inside a flow depends on many factors
such as the number of flows simultaneously using a link, the
link bandwidth, etc. We leave these analyses as our future work.

As presented in Section 2, nowadays in most IoT applica-
tions, a small packet usually has a sequence number or times-
tamp carried inside it, which the IoT server can use to reorder
these small packets at the application layer. Therefore, the out-
of-order problem introduced by our method may not be a prob-
lem for these IoT applications.

5.5. The pointer problem

In our method, every incoming small packets need to use
the enqueue pointer and every worker packets need to use the
dequeue pointer. Before advancing the enqueue pointer or de-
queue pointer, small packets and worker packets should check
their values to detect the full or empty conditions of the ring
buffer. If the ring buffer is not full, the enqueue pointer can ad-
vance; otherwise, it should not advance. Similarly, if the ring
buffer is not empty, the dequeue pointer can advance; otherwise,
it should not advance.

These are the standard operations that should be applied
to the two pointers. Because small packets and worker pack-
ets may simultaneously update these pointers, these pointers
should be protected by mutual exclusive locks (mutex) [27] so
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that they will not get corrupted. However, due to the extra-high-
speed operations of the pipelines, these complex “check and
then update” procedures cannot be performed in the pipelines.
As a result, each time after our method reads the value of the en-
queue pointer, regardless of the checking result, its value must
be incremented by 1. Thus, when the enqueue speed is faster
than the dequeue speed, the enqueue pointer may exceed the
dequeue pointer and this will cause a problem shown in Figure
7.

Figure 7: The pointer problem

Figure 7 (a) shows that because the enqueue speed is faster
than the dequeue speed, the ring buffer is full. Because the en-
queue pointer points to a location where a small packet (MsgA)
is stored, the current incoming small packet is discarded. How-
ever, as explained previously, the enqueue pointer still has to
move forward. Figure 7 (b) shows the situation when a worker
packet enters the pipeline and dequeues MsgA. Assume that at
a later time a small packet soon enters the switch. From the
figure, one can see that the ring buffer now has a space (the
space where MsgA was stored before) to store this small packet.
However, because now the enqueue pointer points to the loca-
tion where MsgB is stored, this small packet is discarded. As
explained previously, the enqueue pointer still has to move for-
ward. Figure 7 (c) shows that a worker packet dequeues MsgB
and the incoming small packet is still discarded because the en-
queue pointer now points to the location where MsgC is stored.
However, one can see that the ring buffer now has space to store
incoming small packets. Figure 7 (d) shows the same problem
as shown in Figure 7 (c). Incoming small packets are still dis-
carded because of this pointer problem. This problem continues
until the enqueue pointer has advanced to an empty space. Af-
ter that time, when an incoming small packet (MsgE) enters the
switch, it can be stored in the space pointed by the enqueue
pointer. This situation is shown in Figure 7 (e).

To solve this problem, our method uses the resubmit op-
eration defined in the P4 language. Suppose that the value of
the enqueue pointer is X when a small packet enters the switch.
Figure 4 (5) checks if bitmap[X] is zero. If not, it indicates
that this pointer problem has occurred. That is, the enqueue
pointer now points to a space where a small packet is stored.
Our method then resubmits this small packet with the pointer X

as the resubmit metadata (Figure 4 (22)). The next time when
this small packet re-enters the pipeline, Figure 4 (3) will check
if it is a resubmitted packet. If it is a resubmitted packet, our
method uses the resubmit metadata pointer X rather than the
enqueue pointer (Figure 4 (23)) to find a space for this small
packet.

Figure 8 (a) shows our solution to this pointer problem.
When the problem occurs, our method resubmits the incoming
small packet with the current enqueue pointer X as the resub-
mit metadata. Later on, a worker packet enters the pipeline and
dequeues MsgA (Figure 8 (b)). The next time when the (re-
submitted) small packet enters the pipeline, it uses the enqueue
pointer carried in the resubmit metadata rather than the enqueue
pointer (Figure 8 (c)). Thus, the enqueue pointer for this par-
ticular small packet does not change. Finally, this small packet
is successfully stored in the ring buffer by using the enqueue
pointer carried in its resubmit metadata (Figure 8 (d)). Com-
paring Figure 8 with Figure 7, one can see that a small packet
can find a free space more quickly in the proposed solution.

Figure 8: Our solution to the pointer problem

Note that the above problem not only occurs to the enqueue
pointer, it also occurs to the dequeue pointer. As a result, our
method uses a similar solution to handle the problem with the
dequeue pointer. The dequeue pointer is used by worker pack-
ets. As a result, when such a problem occurs with the dequeue
pointer, the worker packet that encounters this problem will be
resubmitted by our method to the ingress parser. The handling
of a resubmitted worker packet is shown at Figure 4 (13).

6. Packet Disaggregation Method

To disaggregate an aggregated packet into multiple origi-
nal small packets, our method continuously recirculates an ag-
gregated packet until the disaggregation process is completed.
Each time when the aggregated packet enters the pipeline, it is
cloned and the first small packet carried by this cloned copy
is extracted and then forwarded out of the switch. An aggre-
gated packet containing N small packets will be recirculated N-
1 times to extract the first N-1 small packets. In the last round
of recirculation, the second-to-the-last small packet will be ex-
tracted from the cloned copy and the last small packet will be
extracted from the original small packet.
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Figure 9: The packet disaggregation process

Figure 9 shows the flow chart of this method. When an
aggregated packet arrives, the parser extracts the Ethernet, IP,
UDP, Aggregation, Len0 (the size of the payload of the first
small packet), and Msg0 (the payload of the first small packet)
headers (Figure 9 (1)). Then, the switch clones the aggregated
packet to the egress pipeline (Figure 9 (2)). In the P4 lan-
guage, one can specify the output port for the cloned packet
and truncate the cloned packet. Using this mechanism, our
method truncates the cloned aggregated packet to keep only the
first small packet. Then, our method removes the Aggregation
header from the truncated cloned packet, adds the PaddingH
header to it (in front of the Len0 header), and then sends it to
the output port for forwarding. By performing these operations,
our method extracts the first small packet from the aggregated
packet (Figure 9 (3)).

For the original aggregated packet, our method removes the
first Len header (Len0) and the first Msg header (Msg0) from
it. That is, our method deletes the first small packet from the
aggregated packet. Besides, the value of the Num field in the
Aggregation header is decremented by 1 (Figure 9 (4)). Fig-
ure 9 (5) checks if this value is still greater than 1. If yes, it
means that two or more small packets are still stored in the
aggregated packet and thus our method needs to recirculate it
again (Figure 9 (7)). On the other hand, if its value is already
down to 1, it means that there is only one small packet left in
the aggregated packet. In such a case, our method replaces the
Aggregation header with the PaddingH header and sends the
aggregated packet, which now is a small packet, to the output
port to forward it (Figure 9 (6)).

7. Performance Evaluation

We have designed and implemented our packet aggregation
method and packet disaggregation method in an Edge-Core P4
switch that uses the Barefoot Tofino chip [28] as its switching
ASIC. This chip provides 6.5 Tbps front-panel bandwidth di-
vided into 64 100-Gbps QSFP28 ports. We used the hardware
packet generator in another Edge-Core P4 switch to generate up
to 100 Gbps traffic load, which is composed of small packets
(when measuring the maximum throughput of our packet ag-
gregation method) or aggregated packets (when measuring the
maximum throughput of our packet disaggregation method).
These generated packets are sent to the Edge-Core P4 switch
that implements our packet aggregation method or disaggrega-
tion method.

7.1. Performance evaluation of packet aggregation
In this set of experiments, the packet generator switch sent

a stream of small packets to the packet aggregation switch,
which aggregated the small packets and sent the aggregated
packets back to the packet generator switch. The packet genera-
tor switch counted and checked if any small packet was dropped
during the aggregation process. We gradually increased the rate
of the packet generator until a small packet or an aggregated
packet was lost. This way, we could measure the maximum
input rate that the aggregation switch can handle (i.e., the max-
imum throughput of our packet aggregation method).

During tests, we found that the recirculation bandwidth of
the used P4 hardware switch was the bottleneck for our method.
Suppose that a small packet’s header is X bytes and its payload
is Y bytes and we want to aggregate N small packets in an ag-
gregated packet. In the aggregation process, a worker packet
will be recirculated many times. At the beginning, the worker
packet is recirculated with only X bytes. After one small packet
is aggregated in the worker packet, its size becomes X+Y bytes.
After two small packets are aggregated in the worker packet,
its size becomes X + 2Y bytes. The last time when it is re-
circulated, its size will become X + Y(N − 1) bytes. Thus, to
aggregate N small packets (their total size is N(X + Y) bytes),
2XN + YN2 − YN

2 bytes of data will need to be sent to the re-
circulation port for recirculation. It can be seen that if the P4
switch has only R Gbps recirculation bandwidth, the input rate
cannot be higher than R × N(X+Y)

2XN+YN2− YN
2

Gbps; otherwise, the re-
circulation bandwidth will become the performance bottleneck
and some worker packets may be dropped in the P4 switch due
to insufficient recirculation bandwidth.

Figure 10 shows the maximum aggregation throughput when
aggregating small packets each with 1 byte for the Len header
and 32 bytes for the Msg header (see Figure 2) without causing
any packet loss. The parameters used in these experiments were
the number of small packets in an aggregated packet, which
was fixed in an experiment but varied across different experi-
ments, and the used recirculation bandwidth of the P4 switch.
In the used P4 switch, one can use any port of the switch as a
recirculation port to increase the recirculation bandwidth. Be-
cause a worker packet can only aggregate one small packet each
time after it is recirculated, the more packets to be aggregated
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in a worker packet, the more times a worker packet needs to
be recirculated. If the recirculation bandwidth is not enough,
the maximum aggregation throughput will decrease. However,
as shown in Figure 10, in our system, as long as the recircula-
tion bandwidth exceeded 900 Gbps, the aggregate process could
achieve 100 Gbps throughput without losing any packet.

Figure 10: The maximum aggregation throughput when aggregating small
packets each with a 33-byte payload (1 byte for the Len field and 32 bytes
for the Msg header)

Figure 11 compares the maximum theoretical throughputs
derived from the above analyses and the achieved throughputs.
In this set of experiments, we set the recirculation bandwidth
of the P4 switch to 400 Gbps and the payload size of a small
packet (including the Len and Msg headers) was set to 33 bytes.
It can be seen that the theoretical throughputs closely match the
achieved throughputs. This close match indicates that we have
identified the performance bottleneck of our packet aggregation
method when it was executed on the used P4 switch.

Figure 11: Comparison between the theoretical throughputs and achieved
throughputs (400 Gbps recirculation bandwidth)

Figure 12 shows the effects of the maximum number of
worker packets on the maximum packet aggregation through-
put. If the maximum number of worker packets is set to N
in our method, at any time the number of worker packets in
the switch will never exceed N. From this figure, one can see
that when the maximum number of workers was limited to only
one, the maximum throughput was lower than 1 Gbps. That is,
if our method does not adopt a parallel design, its maximum
packet aggregation throughput will be very low and less than
1 Gbps (which is 1% of the 100 Gbps link). The aggregation

throughput increased as the maximum number of worker pack-
ets increased. When the maximum number of worker packets
exceeded 160, the aggregation throughput could already reach
100 Gbps. As shown in this figure, when the number of worker
packets was not limited and went beyond 30,000, the aggrega-
tion throughput dropped significantly. This sudden drop may
be caused by the Receive Livelock problem [29]. When such a
problem occurs, most of the hardware resources are consumed
by uncompleted works. To avoid this problem, we limit the
number of worker packets to 1000 in our method.

Figure 12: The maximum aggregation throughput when aggregating small
packets under different maximum numbers of worker packets (900 Gbps re-
circulation bandwidth)

Figure 13 shows the maximum aggregation throughput when
aggregating small packets whose payload sizes could be one of
eight different sizes between 9 bytes and 37 bytes (when the
recirculation bandwidth was set to 400 Gbps). That is, the
Len header was always 1 byte but the Msg header of a small
packet could be 8, 12, 16, 20, 24, 28, 32, or 36 bytes. The
throughputs under different numbers of bytes aggregated in an
aggregated packet are represented by the solid line denoted by
“Mixed sizes.”

Figure 13: The maximum aggregation throughput when aggregating small
packets whose payload sizes could be one of eight different sizes between 9
bytes and 37 bytes (400 Gbps recirculation bandwidth)

For comparison, we also did experiments in which the size
of the Msg header of small packets was fixed to 8. These
throughputs are represented by the line denoted by “9 bytes,”
which indicates that with the 1 byte for the Len header the total
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size of the Len header and the Msg header is 1 + 8 = 9 bytes.
Similarly, we also did experiments in which the size of the Msg
header of small packets was fixed to 32. These throughputs
are represented by the line denoted by “37 bytes,” based on the
same reason.

From this figure, one can see that the maximum through-
put of aggregating small packets each with a 9-byte payload is
lower than that of aggregating small packets each with a 37-
byte payload. These results are consistent with our analyses
presented previously. According to our analyses, the smaller a
small packet is, the more small packets a worker packet needs
to aggregate to grow to a specified size (for example, grow to
the Ethernet MTU), and the lower the aggregation throughput
will be. Therefore, given the same number of bytes aggregated
in an aggregation packet, the ”9 bytes” aggregation throughput
is lower than the “37 bytes” aggregation throughput.

One can see that the throughput of aggregating small pack-
ets whose sizes were randomly chosen among 8 different sizes
was between the ”9 bytes” throughput and the “37 bytes” through-
put. This is reasonable as the average payload size of these
mixed small packets is 1 + (8+12+16+20+24+28+32+36)/8
= 23, which is between 9 and 37. Therefore, the aggregation
throughputs of these mixed-size small packets should sit be-
tween those of the ”9 bytes” experiments and the “37 bytes”
experiments.

In addition to showing the maximum throughputs of our
packet aggregation method, these experimental results also show
that our packet aggregation method could handle correctly the
situation in which incoming small packets have different pay-
load sizes.

7.2. Performance evaluation of packet disaggregation

In order to measure the maximum throughput of packet dis-
aggregation, we used two switches; one used as the packet gen-
erator and the other used as the disaggregation switch. The
packet generator switch generated a stream of aggregated pack-
ets and sent them to the disaggregation switch. The disaggre-
gation switch disaggregated these aggregated packets and sent
the original small packets back to the packet generator switch
to count and check if there was any packet loss. We gradu-
ally increased the rate of the packet generator until one small
packet or one aggregated packet was lost or the forwarding rate
of small packets at the output port had reached the 100 Gbps
line rate. At that time, the forwarding rate of small packets at
the output port was taken as the maximum throughput of our
packet disaggregation method.

Figure 14 shows the maximum throughputs of disaggregat-
ing packets without losing any packet. Each small packet in an
aggregated packet has a 33-byte payload (including 1 byte for
the Len header and 32 bytes for the Msg header). The parame-
ters varied in the experiments were the number of small packets
aggregated in an aggregated packet and the used recirculation
bandwidth of the P4 switch.

From this figure, it can be seen that given a recirculation
bandwidth (e.g., 100 Gbps), as more small packets were con-
tained in an aggregated packet, the disaggregation throughput

decreased. These results are consistent with our previous anal-
yses as when more small packets need to be disaggregated from
an aggregated packet, the aggregated packet needs to be recircu-
lated more times. If the recirculation bandwidth is insufficient,
the maximum disaggregation throughput will decrease when an
aggregated packet contains more small packets.

Another finding is that, for a given number of small pack-
ets in an aggregated packet (say, 40), when the recirculation
bandwidth was increased from 100 Gbps, to 200 Gbps, 300
Gbps, or 400 Gbps, the maximum disaggregation throughput
increased. Again, these results match our analyses as the recir-
culation bandwidth is the performance bottleneck for our packet
disaggregation method.

From the figure, one can see that 90 Gbps disaggregation
throughput could be achieved when the recirculation bandwidth
was set to 400 Gbps or more. However, we found that there was
another performance bottleneck, which may be in the (de)parser
at the output port. During our experiments, no matter how we
increased the recirculation bandwidth, we found that the maxi-
mum disaggregation throughput could never go higher than 90
Gbps. However, when our method evenly distributed the disag-
gregated small packets to two different output ports, our method
could achieve 100 Gbps disaggregation throughput. This vali-
dation experiment shows that the (de)parser at the output port
could be a performance bottleneck for our disaggregation method.

Figure 14: The maximum disaggregation throughput when the aggregated
packet contains small packets each with a 33-byte payload

8. Future work

The current design and implementation of our packet aggre-
gation method are just a proof-of-concept demonstration show-
ing the potentials of our method. There are still many places
that need to be improved. One such a place is the utilization
of the register arrays used in our method. As shown in Fig-
ure 6, the space utilization of the 2D register array will be low
when most stored small packets have tiny payloads. To address
this issue, a more complicated scheme needs to be used to store
multiple small packets in one column of the 2D register array.
Such a design has been used in the Netcache system [30] and
we leave this implementation as our future work.
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9. Conclusion

Packet aggregation provides many important advantages such
as reducing the percentage of network bandwidth spent on trans-
mitting the headers of small packets. In this paper, we design
and implement a novel packet aggregation method in P4 hard-
ware switches that aggregates small packets into a large aggre-
gated packet. We also design and implement a novel packet
disaggregation method in P4 switches that disaggregates aggre-
gated packets into original small packets.

In our methods, the number of small packets aggregated
into an aggregated packet can be different for different aggre-
gated packets, depending on the payload sizes of these small
packets. Besides, the payload sizes of the small packets aggre-
gated in an aggregated packet can be different.

By using a higher recirculation bandwidth inside the used
P4 switch, both of our packet aggregation method and packet
disaggregation method can achieve 100 Gbps throughput, which
is the line rate of the used P4 switch. To the best of the authors’
knowledge, these throughputs are the highest packet aggrega-
tion and disaggregation throughputs achieved so far.
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